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Disclaimer

This document has been produced in the context of TALON Project. The TALON project is part of the
European Community's Horizon Europe Program for research and development and is as such
funded by the European Commission. All information in this document is provided ‘as is’ and no
guarantee or warranty is given that the information is fit for any particular purpose. The user thereof
uses the information at its sole risk and liability. For the avoidance of all doubts, the European
Commission has no liability with respect to this document, which is merely representing the authors’
view.
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Executive Summary

TALON aims to develop an energy-efficient edge Artificial Intelligence (Al) network that will automate
the management of diverse computational and communication resources to enhance data and energy
efficiency, thereby supporting the creation of a greener Al ecosystem.

To support this endeavour, T3.6 partners have developed the Smart Pricing Simulator (SPS) that
utilizes a dynamic reservation pricing scheme to generate pricing values for offloaded tasks. The
employed strategies are specifically designed to increase the participation of non-commercial devices
and improve overall network performance, aligning with TALON'’s objectives to achieve over a 20%
increase in energy and data efficiency and to boost the participation rate of non-commercial devices
to more than 70%.

To reach these ambitious Key Performance Indicators, the SPS utilizes a Stackelberg Game-theoretic
framework where the Edge Service Provider (ESP) sets optimal prices based on accurate demand
forecasts, while End-Users adjust their demand in response to these prices within their budget
constraints. The 8BELLS Toolset for Demand Forecasting (8DF) plays a crucial role by using the
Holt-Winters Seasonal Model to accurately predict hourly demand. This predictive capability allows
the SPS to dynamically adjust pricing strategies using historical demand values, ensuring a balanced
supply-demand equilibrium that maximizes the ESP’s utility while maintaining affordability for users.
Adjusting the pricing based on demand and bringing forward a reservation pricing scheme, also allows
for the optimal utilization of resources, avoiding the under-utilization or over-utilization of the Edge
Computers, in line with the goal for a greener edge computing network.

Overall, the TALON Consortium has established a strong foundation for intelligent and dynamic
resource management in edge computing through the implementation of effective pricing strategies
and advanced forecasting tools. By optimizing resource utilization and ensuring profitability for service
providers - while at the same time maintaining reasonable costs for users - TALON partners aim to
create a sustainable and efficient Al-driven edge computing network that meets the evolving demands
of the edge computing landscape while adhering to its sustainability and energy efficiency goals.

TALON | GAn. 101070181 8
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| Introduction

TALON aims to facilitate the development of an energy efficient edge Artificial Intelligence (Al)
network that embraces automation, flexibility, adaptability, programmability and explainability. In
achieving this, a significant technological component of TALON’s overall system is the Al
orchestrator that is designed to boost dynamic scalability by managing infrastructures of varying
computational and communicational resources, aiming to offer increased data and Energy Efficiency
(EE) in an endeavor to establish a Greener Al network (Pilar | of the project).

A significant role in efficiently managing the allocation of resources in TALON’s Al orchestrator, plays
the Smart Pricing Simulator (SPS) tool, integrated to TALON’s User Interface (Ul). The SPS aims
to support in the efficient allocation of computational resources in four (4) distinct ways: (i) By ensuring
that the utilization of TALON’s edge computing network charges reflect the computational
requirements of the user, (ii) by allowing — through a pay-as-you-go scheme — participants to retain
full authority of their costs upfront, encouraging them to utilize TALON’s energy-efficient edge
computing network, (iii) by facilitating the use of non-commercial devices for edge computing tasks,
through effective workload allocation, and (iv) by establishing an incentivization scheme that allows
users to opt-in to more energy efficient choices that reinforce the project’s overall goal for a greener
and more efficient edge-computing network.

Full Authority of
users on their costs
upfront.

Incentivization
schemes to trigger
users to opt-in to
more energy

Aligning charges
with user
computational
requirements.

efficient computing
networks.

Effective Workload
allocation and
pricing to facilitate
non-commercial
devices
participation.

Figure 1 SPS 4 Pillars

TALON'’s set of Smart Pricing Policies, implemented through the SPS are expected to support in
the project’s ambitious target KPIs of >20% higher EE, >20% higher data efficiency, and >70% higher
participation rates of non-commercial devices in the Al network. SPS is especially relevant to the
latter point regarding increasing participation rates of non-commercial devices, as underutilized
resources may play a significant role in addressing real-time performance requirements by bringing
intelligence to the edge.

TALON | GAn. 101070181 9
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Table 1 Alignment with Objective 2 of TALON

Challenges: KPls:

Encourage the participation of non-commercial devices

i ) >70% participation rate
(e.g., mobile phone, laptops, tables, etc.) in the Al network

1.1 Structure of the Document

In section 2 — Background and Motivation of this report, an in-depth exploration of dynamic Smart
Pricing strategies for edge computing services through the lens of a Stackelberg Game Approach will
be presented. Additionally, this section will differentiate between uniform and discriminatory pricing
schemes, detailing various models like pay-as-you-go, sustained-use discounts, reservation pricing,
and bundling. The adopted strategies by established edge computing network providers (such as
Amazon, Google, and Microsoft) will also be illustrated, in an endeavour to classify and evaluate the
various smart pricing frameworks employed by such organizations. Various discounting mechanisms
such as bundling and time-based discount will also be explored in understanding how users may be
incentivized to offload tasks, while the Edge Network Providers (ESPs) maintain high profitability. This
review will allow T3.6 partners to assess which approach might be the most applicable for TALON’s
purposes, after identifying potential improvements and adjustments to suit the project’s needs.

Section 3 — Towards TALON’s Smart Policy Framework will explore TALON’s Smart Policy
Framework, which employs a Stackelberg Game approach for dynamic pricing in edge computing
services. It will detail how the framework models the interactions between Edge Service Providers
(ESPs) as leaders and End-Users as followers, allowing ESPs to set pricing policies based on
resource availability and anticipated user behavior. The section will present TALON'’s system model,
consisting of the ESP layer, aggregation layer, and End-User layer, and outline the problem
formulation aimed at maximizing total utility through optimal pricing and resource allocation. It will
discuss the reservation pricing scheme, including factors such as task duration, type, vCPU and RAM
requirements, forecasted demand, electricity costs, and End-User budgets. Additionally, the section
will cover the assumptions regarding electricity costs, End-User budgets, and demand forecasts,
ensuring market competitiveness and energy efficiency. The utility optimization method using
Sequential Least Squares Programming (SLSQP) will be examined, highlighting its suitability for
handling the complex constraints of the Stackelberg Game. Finally, the section will introduce
TALON’s incentive mechanisms, such as off-peak hours discounting and bundling schemes,
designed to encourage optimal resource utilization and align with green Al objectives.

Section 4 — Smart Pricing Simulator (SPS) System Overview will explore the integration and
functionality of the Smart Pricing Simulator (SPS) API, highlighting its interoperability with TALON’s
key components and its role in real-time pricing strategy optimization. Additionally, the section will
cover the analysis of TALON’s E2C Cluster Metrics collected via Prometheus, including exploratory
data analysis and the application of the 8BELLS Analytic Toolset for Demand Forecasting (8DF) to
enhance demand prediction accuracy to promote optimal resource utilization and align with green Al
objectives. The integration and functionality of the Smart Pricing Simulator (SPS) API will be
discussed, highlighting its interoperability with TALON’s key components and its role in real-time
pricing strategy optimization. Furthermore, the section will cover the analysis of TALON’s E2C Cluster
Metrics collected via Prometheus, including exploratory data analysis and the application of the
8BELLS Analytic Toolset for Demand Forecasting (8DF) to enhance demand prediction accuracy.

TALON | GAn. 101070181 10
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In Section 5 —Limitations and Future work the flaws of the SPS’ current architecture will be clearly
defined and the future work — both in terms of the remaining duration of T3.6 as well as during the
post-project implementation era — will be brought forward.

Section 6 — Conclusion concludes this report.

TALON | GAn. 101070181 I
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2 Background and Motivation

2.1 Dynamic Pricing Strategies for Edge Computing Services: A
Stackelberg Game Approach

Edge computing may indeed be the network enabler for computationally expensive tasks that would
otherwise be impossible to perform in non-commercial devices. A notable example where edge
computing may facilitate the utilization of vast amounts of computational resources to perform a given
task, is that of the development of blockchain in mobile applications. A core issue of blockchain is
that the mining process requires the solution of a proof-of-work puzzle, which usually is resource-
expensive to implement. By offloading such a task to an Edge computing Service Provider (ESP),
users can ensure the timely and efficient execution of the workload that otherwise might not have
been feasible [1].

Edge computing is also gaining popularity in industrial applications as it promotes immediate data
processing and high energy efficiency that suits the computationally expensive processes of Industry
5.0. For instance, edge computing may be essential in ensuring fire safety in Industry 5.0 by offering
real-time monitoring, data analysis and integration with loT. The applications of edge computing in
Industry 4.0 are numerous spanning areas such as training, safety, predictive maintenance and smart
quality management, while its relevance is expected to grow further in Industry 5.0 [2] [3].

Non-commercial devices and IoT devices are usually of smaller sizes and hence multitudes of such
devices may be required to support Industry 4.0/5.0 computational requirements. Smart Policies both
for ESPs and End-Users may be imminent in order to enable the take-up of edge computing solutions
in both industrial and personal tasks. The TALON Consortium proposes a price-based distributed
method to manage the offloaded computation tasks from users through a discriminatory
pricing scheme.

Through TALON, the users will consume the edge network’s resources to execute various
computation tasks, while the ESP must ensure the provision of available CPU cycles to perform the
offloaded tasks. Hence, in order to adjust the demand and supply of the computation resources, it is
suggested that the offloading price is calculated based on a Stackelberg Game for sequential
decision making in edge computing pricing policies that can - most probably - be considered a non-
cooperative game [4].

In this pricing framework, the Stackelberg Game is utilised to manage computational resource
demand in edge computing, where the ESP sets prices as the leader, and users respond with demand
as followers. This follow's Stackelberg Game's greater concept of a strategic game in which the
leader moves first, followed by the followers in a sequential order and they compete on quantity This
setup allows for an efficient balance between supply and demand. The profit function for the ESP
which we aim to optimize is given by:

I(p,x) = Z piX; — Z c'x; (1)

ieEN iEN
where:
o II(p,x) represents the profit for the ESP.
e Nisthe set of users.
e p;isthe price set by the ESP for each task i in N.
e x;isthe demand from user i for computational resources.

e cisthe electricity cost associated with providing resources to meet demand x;.

TALON | GAn. 101070181 12
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There are two major points that should be noted. First, the ESP aims to maximize its profit, which
depends on both the price pi set for each user and the demand x; from each user. The profit function
is designed to take into account the revenues from selling computational resources, while also
subtracting the operational costs associated with electricity consumption cTx; for delivering those
resources.

Second, the Stackelberg Game formulation implies that users react to the pricing decisions made by
the ESP. Specifically, as the leader, the ESP sets the price with a full understanding that users
(followers) will determine their demand for computational resources in response to these prices. This
interaction highlights the non-cooperative nature of the game since users and the ESP pursue their
own interests, leading to a balance that is not necessarily cooperative, but rather strategically efficient.

Note, that the prices that can be applied to users — based on function (1) optimization - can either be
the same or different, and hence the decided pricing model can either be referred to as a uniform or
discriminatory pricing scheme [5].

To conceptualize the distinction between the 2 pricing schemes, one can imagine the Uniform Pricing
as a standard price for all customers, that receive the same service, whereas the discriminatory
pricing may apply different prices to the receivers of the service. For instance, air operators, usually
adjust their prices based on several variables, such as, the demand for a specific flight, the passenger
class (Economy, Flex, Business), passenger loyalty, group transfers, and more. Such a pricing
scheme is an indicative example of discriminatory pricing. On the other hand, if an airline decided
that there are no group discounts, loyalty bonuses, or even classes, that could lead to a uniformity in
price tickets that’'s only affected from external factors (i.e. inflation rates) and hence, this type of
pricing scheme could be referred to as uniform pricing.

Edge Computing services could indeed follow either of those two Pricing Schemes, although
Discriminatory Pricing and the optimization of function (1) may be the optimal solution to such a
nascent and perhaps volatile market.

2.1.1 Uniform Pricing Scheme

Beginning with the simplest pricing structure, the uniform pricing, all users receive the same price for
a good or service sold. Using such a strategy in an edge computing service, would mean that all users
would pay the same price per computing resource (i.e. CPU hours utilization, GBs of RAM, storage),
irrelevant of other factors (i.e. time of the day, loyalty schemes, type of process).

Let D(p) be the demand of using the network at price p. In this sense, D constitutes the distribution of
the willingness to pay for the service. In other words, D(p) is the willingness to pay for utilizing the
network at price p. Let P(q) represent the inverse demand for each quantity g, meaning the maximum
price at which g of the network’s available computational capabilities can be sold. Increasing those
variables would increase the price p linearly. For simplicity, we will assume that the edge computing
service can only offer 1 vCPU and 1 GB RAM per user for 1 hour and that no other variables are
taken into consideration (i.e. hard-drive storage) nor higher computational requirements are offered.
We also assume that the marginal electricity cost is ¢ and hence the average electricity cost would
also be c.

Given that we assume that the demand is linear the pricing is determined as follows:

q=D({) =a—bp,wherea>0a>0a>0andb>0b>0b>0 (2)
where:
e a represents the maximum price users are willing to pay.

e b represents the users’ price sensitivity.

TALON | GAn. 101070181 13
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It is eminent therefore, since the ESP under uniform pricing is constrained to only choose one point
of the demand curve that if it wants to offer q resources, the highest uniform price that can be applied
is:

a—q

p=P(Q)=T 3)

2.1.2 Discriminatory Pricing Scheme (Dynamic Pricing)

In contrast to uniform pricing, discriminatory pricing involves setting different prices for different
users or tasks, like airline tickets which value can vary depending on the demand levels, or on various
upgrades, loyalty programs and personalized discounts. Similar to airline tickets, edge computing
service prices could reflect certain characteristics of the requested service, such as demand levels,
user loyalty, type of process to be performed, energy requirements of the process, specific resource
configurations, and other factors.

However, Price Discrimination relies on the assumption that the ESP has certain information
regarding those factors. To simplify the exercise, we will hypothesize that the only factor that affects
the user’s price is demand. In perfect discrimination — the most advantageous scenario for the seller
—the ESP is fully informed of demand and can fully use the information to make prices discrimination.
In the airline example, if the airline operator perfectly knew the needs (and desires) of all its
passengers, it would choose a specific price for each customer that would also reflect their date, time
and class requirements. Of course, such conditions would only be possible in the case that the
product or service was perfectly homogeneous, and each buyer only requires a single unit, and
therefore the user’s taste is precisely described by their willingness to pay.[6]

Single Pricing Diseriminating Pricing

Price/Cost per unit
7
Price/Cast per unit

Ouipat Qutput
2 ®
v »
o3 ]
I a3
B £
3 3 WP
& &
Oupanr Ounpanr

Figure 2 Marginal Revenue of Perfect Price Discriminators (source livingeconomics.org) [6]

To showcase the distinction between uniform pricing and discriminatory pricing (with full
discrimination), diagram 1 compares two pricing strategies: single pricing (uniform pricing) and
discriminatory pricing, illustrating how they affect revenue and pricing dynamics. In the single pricing
case, all units are sold at the same price, resulting in a straightforward demand curve. The Marginal
Revenue (MR) curve lies below the demand curve, meaning that after a certain point, selling
additional units does not add as much revenue, and total revenue eventually peaks. The simplicity of
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single pricing limits the ability to fully capture the variations in customers' willingness to pay, which
results in some consumer surplus remaining unmonetized.

In contrast, the discriminatory pricing strategy sets different prices for different consumers or units
based on their willingness to pay, which is represented by the demand and marginal revenue aligning
more closely. This allows the seller to maximize revenue by extracting more value from consumers
willing to pay higher prices while still serving those with lower willingness to pay at lower prices. As a
result, total revenue continues to grow and does not peak as early, indicating a more efficient pricing
mechanism that captures more of the market potential compared to single pricing.

2.1.3 TALON Economics of Pricing

Today’s information era allows for the utilization of a multitude of data that can be precious for the
effective determination of prices for Edge Computing services that will democratize the domain by:
(a) Enabling users to have access to edge computing services they can afford and suit their needs,
(b) Making edge computing networks a lucrative market, wherein ESPs can profit, and (c) having
energy demands as a crucial variable in the price-optimization function that incentivizes users to
choose greener approaches in undertaking their tasks.

TALON partners, through T3.6, are therefore committed to developing a discriminatory pricing
scheme taking into consideration crucial factors such as demand and electricity requirements to
optimize Stackelberg Game function in an endeavour to foster user take-up of edge computing
services for tasks offloading while ensuring that ESPs can have a marginal profit if they invest in the
development of such networks.

2.2 Effective Pricing Policies for Managing Edge Computing
Resources

In an era characterized by a plethora of available data that can support strategic decision making,
ESPs adopt new models of selling for their services. However, there is an intrinsic difficulty in deciding
which pricing scheme may bring forward a win-win situation for the provider and the user, while
aligning with the green policies of Industry 5.0. Perhaps, the ultimate factors that will determine the
most effective pricing policies for and edge computing network, lie on the quantity and quality of the
available data, as well as on the extent to which an organization seeks to achieve a social surplus,
especially in terms of Energy Efficiency and Green policies.

In the following sub-sections, several pricing policy frameworks are presented that may allow for the
ESP to enforce the selected pricing strategy based on the specific needs of their users and the
characteristics of their infrastructure, maximizing both profitability and resource efficiency. Each
one of the pricing policy frameworks have their own advantages and challenges, and they can be
applied individually or in combination to better meet user demand.

2.2.1 Pay-as-you-go (per unit pricing)

On the pricing front, the term “Pay-as-you-go” is a popular mantra, suggesting that buyers of a product
or service should only pay for use and not to claim ownership of a product [7]. In the edge computing
service framework, a per-unit pricing, could reflect the cost of a baseline computational unit adjusted
to a linear pricing plan, in which total payment is a multiple of consumption quantity and a constant
per-unit rate.

For a pay-as-you-go model in edge computing we shall define the total payment, P, as a function of
consumption quantity, Q, and a constant per-unit rate, r. Therefore:

P=Q- r 4)

It is noteworthy that a few firms derive to their pricing schemes by combining uniform pricing (i.e.
monthly subscription) with a pay-as-you-go pricing or per unit pricing into a two-part tariff. This
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approach, however is becoming less popular and has been most common in telephony, with a fixed
monthly access fee, plus per-minute rate calls. Another adaptation of this scheme could result to a
three-part tariff, charging a monthly fee, a base allowance and a per-unit charge rate on exceeding
allowance (usually in data services and wireless calling) [8].

2.2.2 Sustained-use-discount pricing scheme (incentivization scheme)

A notable example of a sustained-use-discount pricing scheme is that of Google’s cloud computing
service. Through this scheme, users do not need to make any decision but simply deploy their virtual
machines based on their demand, similar to a pay-as-you-go pricing scheme. However, through this
framework, users that achieve a sustained usage status of each deployed VM, are rewarded with a
discount. This discount is applied automatically when the customer uses a VM for a significant portion
of the month. A typical instance runtime that would return a discount should exceed 25% of the billing
month. The more they use the instance beyond that point, the higher the discount they get.

This incentivization scheme, may benefit users who have sustained or continuous workload as they
enjoy lower prices. Additionally, this may also encourage other users to better organize their workload
requirements and hence lead to a greener resource utilization framework.

However, there is a major challenge with this pricing scheme: The customers may not easily
understand how their changing demand translates to discounts. To address this challenge, Google
simplifies this with the concept of “Inferred instances”, looking at how much capacity has been used
over the month and consolidates it for calculating discounts. Instead of calculating the discount based
on each instance individually, inferred instances are calculated [9].

For instance, we will assume that a user deploys four different VMs over the course of the month with
the following characteristics:

e For 40% of the month, exactly one instance is running.
e For another 40% of the month, two instances are running.
e For the remaining 20% of the month, three instances are running.
The calculated inferred instances are as following:
e For inferred instance 1, at least one instance of is running for 100% of the month.

¢ Forinferred instance 2, at least two instances are running for 60% of the month.

@ Conversion of usage into monthly inferred instances example
D

TALON One Month One Month

Instance 4

Inferred

Instance 3 Instance 3

Inferred
Instance 2

Instance 2

Inferred
Instance 1

Instance 1

Actual Monthly Usage of Instances Inferred Instances

Figure 3 An illustrative example of the conversion of usage into monthly inferred instances
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2.2.3 Reservation Pricing

Reservation Pricing in edge computing refers to a user reserving a pricing plan for future tasks,
instead of paying per resource unit utilized, according to a pay-as-you-go scheme. If the user has the
option to choose between those two schemes, this decision is formulated as the plan reservation
problem, where users need to determine the optimal approach in order to minimize their costs
(especially under uncertain future demand).

A reservation plan typically allows the user to pay an upfront fee to cover all the workload within time
period T, while using n computational resources (vVCPUs, RAM, storage etc.). That could lead to
significant economization in the case of a sufficient workload in that period. However, without full
information regarding the future workload requirements, users may miscalculate the required
resources and utilization time, as they only rely on historical data and the current state. This is referred
to as the plan reservation problem [10].

The reservation pricing scheme may not be the optimal solution for sparse light-usage of an Edge
Computing service, where future resource requirements are not clearly pre-defined, or in cases where
there is a lack of historical data. However, large industries that have predictable workloads and well-
defined computational needs may greatly benefit from the reservation pricing scheme. In
essence, by reserving computational resources in advance, industries not only secure the required
resources, but also ensure a lower cost compared to a pay-as-you-go model, resulting in significant
cost savings over time [11].

Overall, in reservation pricing, End-Users may self-configure specific computational resources, such
as number of vCPUs, RAM memory and storage, for a selected time interval with a lower price that
the pay-as-you-go scheme, while ESPs ensure the optimal allocation of resources upfront and the
effective network management.

2.2.4 Bundling

Bundling is a form of reservation pricing that allows the firm to sell multiple products or services
together as a single package. This can be beneficial for both the firm and the consumer, as the ESP
can offer combined resources at a lower price instead of charging for self-configured resources,
leading to a lower price and the effective resource utilization, reducing periods of underutilization.
Through bundling - and effective resource sharing - energy wastage may also be minimized by
making sure the infrastructure is used optimally, reducing the power consumption per unit of
workload. Additionally, bundled services may require fewer individual resources and edge devices
to account for the overall demand and hence resulting in reduced hardware requirements. This
strategy can also help capture different price points across consumers with varied willingness to pay,
leading to the more effective monetization of services and higher profitability for the ESP.

Bundling can be implemented in two different forms, namely pure bundling and mixed bundling. In
pure bundling, products are only available as a bundle and not individual items can be provided. In
mixed bundling, products can be provided either individually or as part of a bundle. Although pure
bundling may allow for more effective resource utilization and hardware requirements, it may not be
ideal for tasks that require specific configuration and hence discourage user take up.

For example, while pure bundling is convenient for the ESP to manage resources, it can be highly
inefficient for a manufacturer whose resource requirements vary significantly throughout the day or
production cycle. For instance, during routine production periods, the facility may only need 1 GB of
RAM and 1 vCPU to monitor sensor data and maintain basic operational performance. However,
during peak times—such as when performing a comprehensive quality inspection—the facility may
need 2 GB of RAM and 2 vCPUs for a few hours. During predictive maintenance, which occurs
once a week, 4 GB of RAM may be necessary to process high-frequency vibration data from critical
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machinery. In a pure bundling scenario, the manufacturer is forced to commit to the full 8 GB RAM
and 4 vCPUs bundle, irrespective of the actual need.

2.2.5 Reserved-instance pricing scheme (incentivization scheme)

This is an incentivization scheme broadly used by Amazon, that allows the customer to reserve a
certain number of instances during a contract term (i.e. One year) and pay a set price for those even
if sometimes the instances are not used. In return, a discount is offered to the customer for the
reserved instances. The discount may vary, depending on the payment option of the customer (i.e.
upfront, partial upfront or no upfront payment). The overall concept is that Amazon would need to
determine a price for a reserved instance that would end up being lower than the benchmark on-
demand pricing. This may lead to the incentivization of users to better organize their workload, leading
to lower prices and a greener infrastructure [9].

2.2.6 Combination Pricing Schemes

A combination pricing scheme combines aspects of multiple pricing models to create a
customized approach that best fits both the user’s needs and the ESP’s resource management goals.
For example, an ESP may combine a reservation model with pay-as-you-go pricing for additional
resource usage beyond the subscription limit, or a reservation model with spot pricing (the ESP
offers a discount for underutilized resources) for peak demands. Two-part tariffs and Three-part tariffs
as described in section 2.2.1 may be indicative examples of Combination Pricing Schemes.

Pay-as-you-go

* Users pay only for the resources they
use (e.g., CPU hours, GB of RAM).

¢ Linear pricing model

* May be combined with uniform
pricing into a two-part tariff (e.g.,
monthly subscription + per-use
charges).

Sustaind-use Discount

* Users are rewarded with discounts
based on sustained usage.
Automatic discounts are applied when
resource usage reaches a certain
threshold.
The longer the sustained usage, the
higher the discount provided.
Lower user costs.

Aligning with green policies.

Reservation Pricing

Users reserve resources for future tasks
by paying an upfront fee.

Optimal for users with predictable
workloads;

Allows cost savings compared to pay-as-
you-go.

Ideal for large industries with predictable,
well-defined computational needs.

Bundling

Combined services are sold as a single
package at a lower price.

Promotes resource efficiency by reducing
periods of underutilization and energy
wastage.

Can be implemented as: Pure bundling or
Mixed bundling.

Pure bundling is less efficient for users
with varying resource needs.

Helps capture varied price points among
consumers and increases profitability.

Reserved-instance Discount

* Users reserve instances for a contract
term (e.g., one year) at a set price.
Discounts offered based on payment
terms (upfront, partial, or no upfront).
Incentivizes better workload organization
and greener infrastructure.

Example: Amazon's reserved instances
offer discounts compared to on-demand
prices.

Combination Pricing

* Combines different pricing models to
meet user needs and ESP's resource
goals.

Examples:

Reservation model with pay-as-you-go for
additional usage.

Reservation model with spot pricing for
underutilized resources during peak
demands.

Two-part or three-part tariffs

(monthly fee + usage charges).

Figure 4 Types of Pricing Policies and User Incentives

2.3 Pricing Strategies of leading Cloud Services Providers

The market of computing and internet services is a very dynamic one, as it serves a number of needs
and challenges that modern organizations face, as they grow and navigate through our times of high
technological advances.
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Within that space, Cloud Services Providers (CSP) bear particular significance, as they are among
the main drivers of modern computing services, with a product offering that is wide enough to match
a growing number of technology trends and applications. Moreover, their offering includes a number
of products and services that are directly relevant and highly comparable to specific elements of
TALON’s envisioned solution.

To start with the given market's players, a high-level view of the landscape shows a highly
concentrated market, where three companies, namely Amazon Web Services (AWS), Microsoft and
Google, control 67% of the market, and a larger number of players, competing for the rest, according
to a survey done the Synergy Research Group, and published in August 2024. The same survey
found that the entire cloud computing market generated over $227 billion in revenue across the
previous 12 months [12].

Taking a more granular look at the market players, reveals the following data:

¢ AWS holding a market share of approximately 31%, is the vendor with largest market share.
It operates in 33 regions with 105 availability zones globally. It offers over 200 distinct
services.

e Microsoft, with its offering labeled Azure, has a market share of about 24%, and functions
across 64 regions and 126 availability zones. Azure is widely known for its hybrid cloud
solutions and extensive service offerings.

e Google, with its offering labeled as Google Cloud Platform (GCP) controls a market share
of about 11,5%, while it is available in 40 regions, and serves 121 availability zones.

e Alibaba Cloud, has a market share of 4%, is operating in 30 regions and has 89 availability
zone. Alibaba Cloud is the largest Asian cloud provider.

e Oracle Cloud, holds a 3% global market share, with services available in 48 regions and has
58 availability zone. Oracle Cloud’s focus is on database management and enterprise
applications.

e IBM Cloud, controls about 2,5% of the global market share, has services available in 10
regions and serves 30 availability zones. IBM Cloud focus on integrated cloud solutions.

e Tencent Cloud, has a market share of about 2% while mainly serving Asian markets. It
operates in 21 regions and has 56 availability zones.

Additional providers, holding market shares of up to 1%, though having significant user bases and
offering specialised services, include: OVHcloud, DigitalOcean and Linode (owned by Akamai)
[13].
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Cloud Provider Market Share Trend
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Figure 5 Trends of Market Share Providers (source: Synergy Research Group)

As part of the work done in this task, a study of the pricing options offereu vy uic unee 1am cloud
providers mentioned above, for products and services comparable and as sufficiently close as
possible to those offered by TALON, has been carried out. In the following section the key takeaways
and a summary of the collected information will be presented.

2.3.1 Amazon Web Services product offering and pricing plans

Amazon offers a variety of cloud services that, among others, enable a range of potential industrial
Edge applications.

In virtually all its offerings, the pricing applied is pay-as-you-go, thus offering the highest possible
flexibility in costs incurred to an organization, according to the actual business needs at a given time.
In this way, users have no need to overcommit in their budgets and their amounts spent are directly
related to the specific services used and to the extent that these are used [14].

The table below summarises, the specific services reviewed, together with a short description, the
main pricing model applied and pricing parameters considered. On this occasion, the region selected
has been eu-central-1, corresponding to Frankfurt, Germany. All the information is correct as of the
time of writing, in November 2024 [14].

Table 2 AWS Service offerings and Pricing Models

Product Name Description Main Pricing Pricing Parameters Alternative
Model pricing
options
Amazon loT Easily and securely  Pay-as-you-go Connection time, NA
Core [15] connect devices to Messages
the cloud. AWS loT exchanged, Registry
Core connects or Device Shadow
billions of loT operations, Rule
devices and routes executions

trillions of messages
to AWS services
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Amazon loT
Greengrass [16]

Amazon Elastic
Container
Service [17]

Amazon EC2
[18]

Amazon Elastic
Kubernetes
Service [19]

FreeRTOS [20]

lIoT SiteWise [21]

without managing
infrastructure.
Seamlessly extends
AWS to edge
devices so they can
act locally on the
data they generate,
while still using the
cloud for
management,
analytics, and
durable storage.

A fully managed
container
orchestration
service that helps to
more efficiently
deploy, manage,
and scale
containerized
applications.

Pay-as-you-go

Pay-as-you-go

Virtual servers in the
cloud. Secure and
resizable compute
capacity for virtually
any workload

A managed
Kubernetes service
to run Kubernetes in
the AWS cloud and
on-premises data
centers.

An open source,
real-time operating

Pay-as-you-go

Pay-as-you-go

system for Additional
microcontrollers that = charges with
makes small, low- FreeRTOS if
power edge devices | applications
easy to program, utilize other

deploy, secure,
connect, and
manage.

IoT SiteWise makes
it easy to collect,
organize, and
analyze data from
industrial equipment
at scale, locally
before sending the

transfers data

Pay-as-you-go

Free (MIT open-
source license).

AWS services or

Number of  NA

connected devices

vCPU, memory, NA
Operating Systems,

CPU Architecturel,

and

storage resources

for the Task or Pod.

The five dimensions

are independently
configurable.

Compute capacity NA

vCPU and memory NA
resources used

NA NA

Messaging, Data NA
Processing, Data
Storage, Data

Export, AWS loT
SiteWise Monitor,

AWS loT SiteWise

Edge, and Alarms.
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data to the AWS
Cloud

AWS also offers savings plan, with significant discounts compared to standard on-demand pricing,
subject to customers’ commitment. The savings plan categories are as follows:
e Compute savings plans: provide the most flexibility and prices that are up to 66% off of
on-demand rates. Applicable services include Amazon Elastic Compute Cloud (EC2),
AWS Lambda, and AWS Fargate
e EC2 Instance Savings Plans: provide savings up to 72% off on-demand, in exchange
for a commitment to a specific instance family in a chosen AWS Region. These only apply
to Amazon EC2
e SageMaker Savings Plans provide savings up to 64% off of on-demand rates. This is
only applicable to Amazon Sagemaker [22].

2.3.2 Microsoft Azure product offering and pricing plans

Microsoft has a long tradition in enterprise solutions, and this also extends to its cloud offering Azure,
that incorporates a number of products and services. Similar to AWS, in terms of pricing, pay-as-you-
go seems to be the norm, and specifically for the services studied is in most cases the main pricing
model. The pricing model applied is however depending on the specificities of the actual service on
offer. As such, where pay-as-you-go is not offered, there are different sorts of subscriptions (e.qg.
monthly fee for Azure Stack Edge), which offer preconfigured bundles of resources utilization.

The table below summarises, the specific Azure services studied, together with a short description,
the main pricing model applied and pricing parameters considered. On this occasion, the region
selected was Microsoft's Western Europe location. All the information is correct as of the time of
writing, in November 2024.

Table 3 Microsoft Service offerings and Pricing Models

Product Name  Description Main Pricing Pricing Alternative

Model Parameters pricing options
Azure Deployment, Pay-as-you-go Per cluster, e Savings plan
Kubernetes management, and per hour e Reservations
Service [23] operation of e Spot

Kubernetes as a
fully managed

Kubernetes

container

orchestrator service
Azure Lightweight Pay-as-you-go Per device, NA
Kubernetes Kubernetes per month

Service Edge distribution that is
Essentials [24] fine tuned to run on
edge devices with

constrained

resources.
Azure loT Edge A fully managed Azure |oT Edge  NA NA
[25] delivering cloud service itself is
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Azure
Container Apps
[26]

Azure Stack
Edge [27]

Azure
Container
Registry [28]

Azure Load
Testing [29]

intelligence locally
by deploying and
running Al, Azure
services, and
custom logic directly
on cross-platform
loT devices.

Build and deploy
modern apps and
microservices using
serverless
containers

An Azure managed
device that brings
the compute,
storage, and
intelligence of Azure
to the edge

Build, store, secure
and replicate
container images
and artifacts.
Optimize app
performance with
high-scale load
testing

free but requires

Azure loT Hub
for the secure
management of
devices

Pay-as-you-go

Monthly
subscription fee,
with
preconfigured
bundles

Fixed price per
day, offering
preconfigured
bundles

Fee per month
with included
Virtual User
Hours (VUH)

Compute
capacity, per
second
(vCPU/second,
GiB/second)
Preconfigured
bundles of:
vCPUs, GB
RAM, and GB

Storage, Web
hooks, Geo
Replication

VUH

e Savings plan
for compute

NA

NA

NA

For select and suitable services, in addition to the plain pay-as-you-go, Microsoft offer a range of
savings options, which may offer savings of up to 65% compared to standard pricing. Azures offers
the following saving options:

e Azure savings plan for compute: offering savings across select compute services
globally by committing to spend a fixed hourly amount for 1 or 3 years. Suitable for
dynamic workloads while accommodating for planned or unplanned changes.

e Reservations: discounts on Azure services by purchasing a reservation, which is a one-

year or three-year agreement to use a specific instance of a service

e Spot: buying unused Azure compute capacity at deep discounts to run interruptible
workloads.

Azure’s savings plans are available for the following set of products: Azure Virtual Machines, Azure
App Service, Azure Functions premium plan, Azure Container Instances, Azure Dedicated Host,

Azure Container Apps and Azure Spring Apps Enterprise [30].

2.3.3

Google Cloud product offering and pricing plans

Even though a major name in today’s technology providers landscape, Google is a rather less
traditional cloud services provider, as compared to Amazon and Microsoft. Its product offering is also
rather limited, with a smaller selection of products and services available out-of-the-box.
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For the products reviewed, in this case too, pay-as-you-go is the norm. To entice new customers,
Google Cloud makes extensive use of free trials, whereby new users get $300 worth of free credit to
try the product, build proof-of-concept etc. In addition there are about 20 Google Cloud products that
come with a free-tier, i.e. no charge up to specified free usage limit [31].

The table below summarises the specific Google Cloud products reviewed, together with a short
description, the main pricing model applied and pricing parameters considered. All the information is
correct as of the time of writing, in November 2024 [32].

Product Name

Table 4 Google Service offerings and Pricing Models

Description

Main Pricing

Pricing

Google
Kubernetes
Engine [33]

Compute Engine
[34]

Distributed
Cloud connected
[35]

Cloud Run [36]

Scalable and
fully automated
Kubernetes
service,
eliminating the
need to manage
nodes or
capacity and
reducing cluster
costs

Secure and
customizable
compute service
that lets you
create and run
VMs on Google’s
infrastructure.
Fully managed
hardware and
software product
to delivers
modern
applications
equipped with
Al, security, and
open source at
the edge

Run frontend
and backend
services, batch
jobs, host LLMs,
and queue
processing
workloads
without the need
to manage
infrastructure.

Model
Pay-as-you-go

Pay-as-you-go

Monthly fee for
hardware lease
and software
licenses based
on hardware
configuration
and time
commitment.

Pay-as-you-go

Parameters
Per Cluster, per
hour (Standard
edition), Per
vCPU, per hour
(Enterprise
edition)

Per service
(instance) used,
per month

Per rack, per
month

Per CPU
(vCPU), per
second, Per
memory (GiB)
per second

Alternative

pricing options

NA

o Free tier

e Savings plans
subject to
minimum

commitments

NA

NA

TALON | GAn. 101070181

24



2.4

D3.5 Smart Pricing Policies for Non-Commercial Devices Participation Report TALON
Cloud Tensor Custom- Pay-as-you-go Per chip-hour NA
Processing Units  designed Al
(TPUS) [37] accelerators,
which are
optimized for
training and

inference of
large Al models

In terms of savings Google Cloud offers discounts in the form of automatic savings based on monthly
usage and by pre-paying for resources at discounted rates. For example, users may save up to 57%
with committed use discounts on Compute Engine resources like machine types or GPUs [38].

Holt-Winters Demand Forecasting for Optimizing Edge Network
Pricing Policies

Building upon the pricing policies and incentivization methods presented in section 2.2 of this report,
predicting demand for computational resources in the form of service requests to the edge network,
may be crucial for optimizing these policies. By utilizing historical data, ESPs, may be able to plan
resource allocation more precisely and set dynamic pricing that reflects traffic levels, ensuring optimal
network utilization. In line with discriminatory pricing and with a Stackelberg game framework, the
ESP (the leader) sets the pricing policies with a full understanding of user (follower) responses and
hence, predicting demand can be highly beneficial to optimize the pricing scheme. To achieve this,
various models may be employed. However, in this report we will focus on the applicability of a Holt-
Winters seasonal model, due to our TALON'’s cluster metrics inherent daily seasonality and nano-
second granularity (see section 3.1 of this report).

Holt-Winters (HW) exponential smoothing is a popular approach for time-series forecasting of
seasonal data. The underlying reason for Holt-Winters broad applicability is the inherent robustness
and accuracy that exponential smoothing models may have when a large number of series requires
an automated procedure, such as in logistics, inventory control and electricity forecasting [39].

HW method manages three components of demand per period: a level component, a trend
component, and a seasonal component. Each of them is estimated by exponential smoothing and
successively opportunely weighted and combined in order to predict demand. In particular, two
versions of HW components compositions are available: additive and multiplicative [40]. For the
purposes of this report, we will focus on the additive version, as the presence of null demand in certain
timestamps of TALON'’s cluster metrics dataset does not allow the multiplicative method to be applied
in our study.

2.4.1 Additive and Multiplicative seasonality

Seasonality is the tendency of time-series data to present a repeated behavior every L periods (and
hence L is the season length in periods). For example, during peak hours, the demand for edge
computing resource utilization may increase by 500 requests/second daily. In such a case, we could
simply add 500 requests to our forecast to account for the service requests increase during peak
hours, according to the seasonal fluctuation. This will make the seasonality version additive.

Alternatively, during peak hours, the demand might increase by 50% (a factor of 1.5) relative to the
baseline demand. This means that when the baseline demand is low, a 50% increase in demand
leads to a smaller absolute increase in requests, although the percentage remains constant. If the
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baseline demand is high, a 50% increase may be translated to a significant absolute number. Here,
the seasonality component is multiplicative [41].

2.4.2 Exponential smoothing methods

Focusing on the additive seasonality component, we will explore three exponential smoothing models:
the simple exponential smoothing, Holt’'s exponential smoothing and Winter’s (also known as Holt-
Winters exponential smoothing).

e The most basic exponential smoothing is simple (or single) exponential smoothing that
only takes into account the level of the time-series without considering trend and seasonality.

Ly=ax*xy.+ (1 — a)x L, (5)
Where:
L.: The level (or the smoothed value/forecast) at time t.
y:: The actual observation at time t.
Li—13: The level at the previous time period.
a: The smoothing constant, where O<a<1

e The next step from simple exponential smoothing is Holt’s linear trend method also known
as double exponential smoothing, incorporating the level and the trend.

Le=a*xy + (1 — a)* (Le—qy + Te—q)
Tp=p* (Le— Li)+ (1 — B)* Ty (6)
Yesn = Le+ h = T,

Where:

T._, Trend at the previous time period t-1.

B: Smoothing constant for the trend, where 0<f3<1.
Vi+n. FoOrecast for h periods ahead of time t.

o Finally, Winters (or Holt-Winters) triple exponential smoothing, takes into consideration
the level, the trend and the seasonality components. We’re focusing on the additive

seasonality.
Le=ax* (yy— Se-)+ (1 — a)* (Leg + Tey)
Tp=f * (Le— Le-)) + (1 — B) * Ty 7)
Ss=v* @e— L)+ (1 —y)* S
Yesn = Le+ b * Te + Sepn_sao

Where:

S:: Seasonal component at time t.

Si_s: Seasonal component from the same point in the previous season, where s is the length
of the seasonal cycle (e.g., s=12 for monthly data with yearly seasonality).

y: Smoothing constant for the seasonal component, where O<y<1.

k: Number of complete seasonal cycles since time t.

2.4.3 Practical considerations for Using Holt-Winters

When applying the Holt-Winters additive model for demand forecasting in edge networks, several
practical factors should be considered to ensure the reliability and accuracy of forecasts. One of the
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key considerations is the frequency of data collection. Given that the TALON cluster metrics exhibit
high-frequency data points with nano-second granularity, the seasonal cycle should be carefully
aligned with relevant time intervals, such as hourly or daily segments, depending on the pattern of
demand spikes. By properly defining the season length, the model can effectively capture both
recurring traffic peaks and demand troughs.

Another consideration is the stationarity of data. Seasonal components are typically most effective
when the underlying demand remains consistent over time. This means that any significant structural
shifts in network usage patterns, perhaps driven by new applications or evolving user behaviors,
might limit the effectiveness of Holt-Winters without additional pre-processing steps. For example,
detrending or differencing may be necessary to make the data more stationary before applying the
Holt-Winters model. [42]

Lastly, the initialization of model components Initialization of model components has been
discussed by Hyndman & Athanasopoulos (2018) [43], who suggest using seasonal decomposition
or historical averages to help with initializing these components more effectively, thus improving the
model’s convergence and accuracy.

TALON | GAn. 101070181 27



D3.5 Smart Pricing Policies for Non-Commercial Devices Participation Report TALON

3 Towards TALON’s Smart Policy Framework

3.1 A Stackelberg Game Approach for Dynamic Pricing

As described in section 2.1 of this report, a Stackelberg game is employed in TALON to model the
interaction between (a) the leader, in this case the ESP and (b) the followers, in this case the edge
network’s users. In this model, the ESP decides on the pricing policies based on the available
resources and anticipated user behavior, while the network’s users adjust their demand in response
to the prices set by the ESP. It is expected that when the solution is deployed in real-world conditions,
such a model may be well-suited for dynamically charging the usage of the edge computing network,
as the ESP’s anticipation of user behavior, can facilitate the proactive adjustment of the prices to align
with supply and demand and avoid scenarios of over-utilization or under-utilization of the network’s
resources. This approach is expected to achieve three goals. First, to maximize the ESP’s profit by
setting prices that reflect demand patterns, second, to incentivize the users to utilize the network
through dynamic discounts for sustained usage or lower rates during off-peak times, and finally, to
ensure the efficient workload allocation that aligns with green Al objectives by minimizing energy
consumption and promoting energy-efficient usage patterns.

Following, we will endeavour to explore the system model of Stackelberg’s equation and define its
parameters based on TALON’s requirements.

3.1.1 TALON’s System Model

In figure 6, TALON'’s edge computing system model is presented, consisting of three layers, namely
the ESP layer, the aggregation layer and the End-User layer. Various non-commercial devices such
as smartphones, tablets and PCs as well as commercial devices such as small, medium and large
lab servers and data centres act as Mobile Edge Computers (MECSs) in the Leader (ESP) layer.

The Aggregation layer is essentially the communication channel between End-Users and the ESP
and could be a base station, access point or router.

Finally, the Followers (EUs) layer is comprised of the End-Users and may consist of diverse
equipment such as cameras, sensors or PCs with varying computational requirements.

Leader(ESP)

Demands

Aggregation

Demands|

Followers(EUs)

Figure 6 Talon's edge computing system with multiple End-Users and one ESP
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To facilitate the design of the pricing policies we will assume that End-users have a certain and limited
budget for a specific resource. We will also assume that each MEC of the ESP contains two types of
resources with a limited amount that can perform 2 distinct types of tasks: (a) to train a Random
Forest and (b) to train a YoloNet. The former is energy efficient, while the latter is energy intensive.
Overall, we will also assume that the ESP and End-Users exchange price and demand information
through TALON Smart Policy Manager’s aggregation layer.

Various mechanisms can be employed to encourage collaboration between MECs and End-Users.
An incentive mechanism is necessary to charge the End-Users and compensate the MECs, which
involves setting a unit price for each resource. If the price is set high, it encourages MECs to provide
more resources to End-Users. Conversely, a lower price incentivizes End-Users to purchase
additional resources from the MECs. Through T3.6 partners aim to determine an equilibrium solution
that establishes a unit price for each resource and allocates an optimal resource bundle to each End-
User, with the goal of maximizing the utilities for both MECs and End-Users.

Table 5 Optimisation Techniques References

Y. Mao et al [44] Central Multi-resources Lyapunov optimization

T. X. Tran and D. Central Two Convex optimization

Pompili [45] and heuristic methods

Lin A-J et al [46] Distributed Multi-resources Auction

W. Sun [47] Distributed Single resource Double auction

S. Guo [48] Distributed Single resource Stackelberg game
and matching strategy

Z. Xiong [49] Distributed Single resource Multi-leader multi-
follower Stackelberg
game

X. Lin [50] Distributed Single resource Single-leader multi-
follower Stackelberg
game

Y. Chen [51] Distributed Multi-resources Multi-leader multi-
follower Stackelberg
game

TALON Distributed Two Single-leader multi-

3.1.2 Problem Formulation

follower Stackelberg
game

The main objective of this problem is to determine an equilibrium solution that establishes an
optimal unit price for each resource and allocates an optimal bundle of resources to each End-User,
considering their budget and demand. This approach aims to maximize the total utility, where the
utility for MECs is defined by the revenues generated from providing computational resources, and
the utility for End-Users is defined by their ability to access the required resources at a reasonable

cost.

To mathematically formulate this objective, let R; denote the resource i available at an MEC, p;
represent the price per unit of resource i, d(.,,) represent the demand from a specific End-User, and
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B,, represent the budget available to each EU. The objective function can be formulated to
maximize the total utility U of both MECs and End-Users as follows:

N M
max U = Z(pi * Ry — ¢;) + Z (Bew — Di * dey) (8)
i=1

eu=1

Where N represents the number of available resources, M represents the number of End-Users,
and c; represents the cost associated with providing resource i.

The formulation is subject to several constraints. The budget constraint for End-Users states that
each End-User can only demand resources up to their available budget, represented as:

pi * deu S Beu;veu € {1121'M} (9)

The resource availability constraint for MECs ensures that each MEC has a limited quantity of
resources to offer, given by:

M
z dy, < RuVi € {1,2,..,N} (10)

eu=1

Finally, there is a non-negativity constraint that states both demand and pricing must be non-
negative:

dey = 0,p; = 0,Vieu (11)

This problem formulation captures the trade-offs between pricing, resource allocation, and utility
maximization within TALON’s edge computing network, providing an equilibrium that benefits both
MECs and End-Users. The Stackelberg Game Theory approach is particularly suitable for this
scenario, as it helps establish a leader-follower relationship between the ESP and End-Users, leading
to efficient and strategic decision-making in real time.

3.2 Reservation Pricing Scheme

Similar to Amazon, TALON utilizes a reservation pricing scheme. This means that in contrast to a
pay-as-you-go pricing strategy, users receive the cost for the requested resources up-front and can
reserve them for a certain period. It is suggested that granting End-Users the authority of their costs
upfront may encourage them to take-up the edge computing service and at the same time the ESP
can efficiently allocate the workloads and ensure that there are no idle resources. When reserving
the resources certain conditions are taken into consideration for estimating the service price:

(&) The duration of the task: The duration of the reservation directly influences the total cost.
Longer reservation periods typically result in a higher overall cost, but the per-hour pricing
might be reduced to incentivize longer commitments. This approach helps the ESP to ensure
a steady income stream and encourages users to lock in resources for extended durations.

(b) Thetask type: The nature of the task being executed impacts the price allocation. Tasks can
be categorized based on their energy efficiency. Energy-efficient tasks, such as those using
Random Forest, may receive a discount to encourage their usage. On the other hand, energy-
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intensive tasks, such as those using YoloNet, may incur higher costs due to increased energy
consumption. This discount factor helps balance energy usage and incentivizes more efficient
tasks. It should be pointed out that the current effect of task type to the generated price
has not been integrated into the API yet and its integration is organized for M29

(c¢) The number of vCPUs required: The number of virtual CPUs (vCPUSs) requested for a task
is a significant factor in determining the price. More vCPUs imply greater computational
power, which incurs higher costs. The pricing scheme aims to balance the need for
performance with the available computational capacity, ensuring efficient use of resources
without over-provisioning.

(d) RAM Requirements: Similar to vCPU requirements, the amount of RAM requested affects
the pricing. Tasks requiring larger memory footprints are assigned higher budgets due to the
increased resource allocation. The ESP can optimize RAM allocation to avoid situations
where high-memory tasks lead to resource bottlenecks.

(e) The forecasted aggregated demand for the total duration interval of the service: The
forecasted aggregated demand for the entire duration of the reservation period also plays a
role in determining the price. During times of high demand, resources become scarcer, and
the reservation cost is adjusted upwards to reflect the value of securing those resources.
Conversely, during low-demand periods, discounts may be applied to encourage users to
reserve resources, thus ensuring consistent usage and minimizing idle capacity.

(H The electricity costs: Electricity costs are a major operational expense for the ESP. The
pricing scheme takes into account the electricity required to power the servers, cooling
systems, and network infrastructure. By including electricity costs in the pricing model, the
ESP ensures that fluctuations in energy prices are reflected in the reservation costs, which
allows for a more accurate budget allocation and prevents unexpected losses.

(g) End-User’s Budget: The available budget for each End-User is a critical factor in determining
the reservation pricing. When an End-User's budget is known, the pricing scheme adapts to
ensure that resource allocations remain within their financial capabilities. This approach
provides flexibility for End-Users to tailor their resource needs without overspending, while
also allowing the ESP to manage resource allocation efficiently based on the financial
capacity of the End-Users.

3.2.1 Assumptions on electricity costs, End-User’s Budget and demand forecasts

There are several points that should be highlighted. First, in terms of End-User’s budget, since it is
not possible to foresee each End-User’s available budget on an individual level, we will need to make
an assumption. According to the market research performed, and after exploring leading ESP’s CPU
and RAM rates we estimate that the average budget is €0.055/vCPU/hr and €0.006/RAM GB/hr.
Therefore, we can calculate each User’'s Budget by multiplying the baseline costs with the number of
hours and the relevant RAM requirements. By setting the End-User budget close to leading ESPS’
pricing, we ensure that TALON'’s edge network is market competitive. By aligning TALON’s service
costs closely with those of existing providers, we are positioning TALON within a realistic range that
end users are likely to accept, making the offerings both practical and appealing.

In terms of the electricity costs, based on the consumption characteristics of 6 major server models
we estimate that the average Edge Computer’s electricity cost per hour is approximately €0.137 (see
table 6, below). This occurred by averaging the Hourly Energy Consumption of the models and by
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setting the price per kWh to € 0.289 which is the average household electricity price for the first half
of 2024 in the End-User as published by the EC (Eurostat). [52]

Table 6 Indicative examples of server models and their respective estimated power consumption

Server Model

Processor

Power
Consumption

Energy

Consumption

Reference

(WEUS)

per Hour (kWh)

Dell PowerEdge  Intel Xeon Silver 400 W 0.400 kWh Dell

R740 4214 Specifications
[53]

HP ProLiant Intel Xeon Gold 500 W 0.500 kWh HPE Official Site

DL380 Gen10 6230 [54]

Lenovo Intel Xeon Gold 450 W 0.450 kWh Lenovo

ThinkSystem 6252 Documentation

SR650 [55]

Supermicro Dual Xeon Silver = 600 W 0.600 kWh Supermicro Data

SYS-6029U-TR4 4216 Sheet [56]

Cisco UCS Intel Xeon 350 W 0.350 kWh Cisco

C220 M5 Platinum 8260 Specifications
[57]

Dell EMC Intel Xeon Silver | 550 W 0.550 kWh Dell EMC Site

PowerEdge 4216 [58]

T640

Avg - 475 0,475 kWh -

It might be interesting to explore what the profit margin would be If the edge network’s utilization
price is set based on the End-Users budget baseline. Since the average server model as presented
in the table above has 32 GBs or RAM and approximately 12 vCPUs, then the total ram utilization for
an hour would account for 32 GBs x €0.006 = €0,192. Each vCPU costs €0.055/hr and if this is
multiplied by 12, it accounts for €0.66/hr. Therefore, the total cost for utilizing the whole server for an
hour would approximately be €0.852. For a day that sums up to €20.44. The hourly electricity cost for
such as server is approximately €0.137 and hence € 0.852 — €0.137 equals to a profit margin of
€0.715. This is interpreted to approximately €17 per day for the full server utilization.

End-Users Demand is a crucial variable for identifying the equilibrium in the Stackelberg game and
maximize utility. As in the case of the End-Users available budget, it is impossible to capture the
demand for each one of the resources (CPU hours and RAM GBs) of each End-User for a specific
point in time. Hence, it would be beneficial to predict the aggregated End-User demand for CPU and
RAM for each hour, based on historical patterns. Understanding what the hourly demand levels are
will allow to maximize the utility function of the Stackelberg Game and offer a competitive pricing
scheme that takes demand levels into consideration.

At a theoretical level, we can assume that the demand level follows a gaussian curve that U(T) =

T-12\2
e_(T) as shown in figure 7. In such a function the demand would peak at exactly 12:00 pm every
day, irrespectively of the year, month or day. Therefore, the lowest demand levels would occur at
00:00 am. Of course, analyzing historical data would allow the adaptation of the Gaussian Utilization
Function to an appropriate function that captures the actual hourly demand levels, seasonality and
overall trend.
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Figure 7 Simplified Gaussian Utilisation Function

3.2.2  Utility Optimization Method

The Sequential Least Squares Programming (SLSQP) approach is recommended as the most
suitable method for implementing the Stackelberg Game Approach (SGA) in TALON. This
recommendation stems from SLSQP’s proven effectiveness in dealing with complex optimization
problems that contain both equality and inequality constraints, which are inherent in pricing and
resource allocation scenarios involving MECs and End Users. In the context of TALON, these
constraints include resource availability, budgets, and the non-negativity of both prices and demands.
SLSQP is well-equipped to handle such multi-faceted optimization requirements, providing the
flexibility needed to tackle diverse types of constraints simultaneously.

The essence of SLSQP lies in its strategy of iteratively solving a sequence of quadratic sub-
problems that approximate the original nonlinear optimization problem while minimizing the least
squares error at each step. In each iteration, the method constructs a quadratic model of the objective
function along with linear approximations of the constraints, and then solves this sub-problem to find
an improved solution. This approach enables SLSQP to efficiently converge towards a solution that
satisfies all the constraints, even in cases where the optimization landscape is non-convex. In
practice, this means that SLSQP can provide high-precision results while being computationally
efficient, which is crucial for achieving optimal pricing and resource allocation strategies in dynamic
and unpredictable environments like edge computing networks.

Compared to other centralized optimization methods such as the Interior Point Algorithm (IPA) and
the Active Set Algorithm (ASA), SLSQP strikes a balance between computational efficiency and
accuracy. IPA, for instance, is known for its effectiveness in solving large-scale optimization
problems but can be computationally demanding, requiring substantial resources and careful
parameter tuning to ensure convergence. This can be a disadvantage in real-time applications where
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computational power is often constrained, and decisions need to be made swiftly. ASA, on the other
hand, is efficient for handling problems where the set of active constraints changes frequently.
However, it can struggle with the robustness required to solve highly nonlinear utility maximization
problems, making it less suitable for the complexity of TALON’s dynamic pricing scenario.

By choosing SLSQP, TALON benefits from a method that is not only capable of handling the
nonlinearities and constraints present in utility optimization but also adaptable to real-time
decision-making. SLSQP’s structured iterative process ensures that the solution is continually
refined, providing high accuracy while ensuring that computational demands are kept within feasible
limits. This is particularly important for the decentralized nature of TALON, where computational
resources may vary across different MECs, and efficiency must be balanced against accuracy to
achieve an optimal outcome.

Furthermore, the decentralized decision-making facilitated by SLSQP aligns well with the
distributed architecture of TALON’s system model. The ESP acts as a leader, setting prices based
on resource availability and anticipated user demand, while the End-Users respond to these prices
by adjusting their resource usage accordingly. SLSQP allows for the incorporation of these leader-
follower interactions in a structured manner, modeling the strategic behavior of both MECs and End-
Users. This helps in achieving an equilibrium solution that maximizes utility for both parties—
ensuring MECs can effectively allocate their resources and generate revenue, while End-Users can
access the computational capacity they need at reasonable prices.

3.3 TALON'’s Incentive Mechanisms

One integral component of TALON’s smart policy framework is that of user incentivization. Pricing-
based Incentive mechanisms may effectively foster the take-up of TALON’s proposition and at the
same time align with the vision of an energy-efficient green edge computing network. This occurs in
two ways: (a) by offering pricing incentives that End-Users may find attractive while the ESP profits
by the increased demand, and (b) by aligning the incentivization mechanisms with the optimal
resource allocation that leads to avoiding under-utilization or over-utilization of resources and
computationally inefficient networks. In achieving this, T3.6 partners propose 2 major incentivization
mechanisms, namely the off-peak hours discounting and a bundling scheme. Both of those
mechanisms are expected to effectively re-direct demand into an optimal resource utilization
framework, allowing the ESP to reduce their prices, while keeping profitability constant or even
increasing it.

3.3.1 Off-peak hours discounting

Off-peak hours discounting incentivizes End-Users to utilize resources during times of lower network
demand, effectively smoothing out utilization across the day. This mechanism benefits both the ESP
and the End-Users. For the ESP, it ensures that resources are not idle during off-peak hours, which
improves overall resource efficiency and minimizes operational costs. For the End-Users, it provides
an opportunity to access computational resources at a reduced price, encouraging them to schedule
non-urgent or energy-intensive tasks during discounted periods.

The discount rate for off-peak hours can be dynamically calculated based on historical demand data,
forecasted usage, and the electricity costs associated with maintaining idle resources. For instance,
a task scheduled between 10 PM and 12 AM, identified as a low-demand period (based on the
simplified Gaussian Utilisation Function), could be discounted by up to 20%. On the other hand,
utilizing the network during peak hours, such as 10 am to 1 pm may lead to a near 0% discount rate.
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This approach aligns with TALON's energy efficiency goals, as it promotes the utilization of energy-
efficient tasks and spreads energy consumption evenly over the day.

In table 7, bellow, the discount rates and demand levels are presented, based on the normalized
Gaussian curve. The peak demand occurs at T = 12 (12PM), and demand decreases symmetrically
as time moves away from the peak.

Table 7 SPS Demand-Based Discount Levels

Time Period Demand Level Discount Rate Utilization Description
(U(m) (%)

12:00 AM-6:00 ~0.01-0.02 20% Off-peak: Very low demand.

AM

6:00 AM-9:00 AM | ~0.04-0.15 15% Low-to-moderate demand.

9:00 AM-10:00 ~0.30 10% Increasing demand.

AM

10:00 AM-12:00 ~0.50-1.0 0% Peak hours: Maximum demand.

PM

12:00 PM-3:00 ~1.0-0.50 5% Gradual decline from peak.

PM

3:00 PM-6:00 PM | ~0.30-0.15 10% Moderate demand.

6:00 PM-9:00 PM  ~0.04-0.15 15% Evening low-to-moderate

demand.
9:00 PM-12:00 ~0.01-0.02 20% Off-peak: Very low demand.
AM

To implement this scheme, the TALON Smart Policy Simulator (SPS) instead of utilizing a normalized
Gaussian Curve, integrates historical usage data and demand forecasts to identify periods of low
utilization. Precisely, after exploring TALON’s E2C Cluster Metrics, it is suggested that we utilize
metrics on service requests as in this manner it is possible to effectively forecast future demand levels
without requiring a computationally ineffective and complex approach that models complex
relationships and variable dynamics (see section 4). The ESP then communicates these discounts to
End-Users in real-time through the aggregation layer, providing transparency and encouraging timely
decision-making.
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3.3.2 Bundling

TALON partners propose five distinct bundles, as presented in table 8, to incentivize End-Users to
commit to pre-purchasing resources for one month. These bundles offer increasing discounts as the
commitment level grows, providing significant savings for users and ensuring predictable utilization
and revenue for the ESP.

Table 8 SPS Bundle options

Bundle Name Total Max RAM Total Target Audience
vCPU Simultaneous (GB) Discount
Hours vCPUs (%)
Basic Bundle | 100 Upto2 400 5% Ideal for small-scale projects
or light parallel tasks.
Standard 300 Upto 4 1200 10% Suitable for medium-scale
Bundle operations with moderate
parallelization.
Professional 700 Upto 8 2800 15% Designed for consistent
Bundle workloads requiring high
parallel processing.
Enterprise 1500 Upto 16 6000 20% Tailored for businesses with
Bundle complex, parallel tasks.
Ultimate 3000 Up to 32 12000 25% Optimized for enterprises
Bundle with massive parallel.

Such a bundling mechanism would align with Amazon’s Reserved-instance pricing model, as
described in section 2.2.5 of this report. Similar to Amazon’s approach, TALON will allow users to
pre-purchase resources for a set period (one month), allowing for a more predictable and discounted
pricing compared to a pay-as-you-go pricing scheme. Such an approach would bring forward several
benefits to both the End-Users and the ESP. First, rewarding longer commitments and higher usage
levels could offer a discount to the End-User of up to 25% (for the Ultimate Bundle). Moreover, by
reserving resources, users have full authority over their costs upfront, enabling better financial
planning, while ESPs ensure predictable revenue and optimized resource allocation. In this manner
the risk of over-provisioning or under-utilization is reduced, and at the same time, the network aligns
closer with its energy-efficiency goals. Finally, TALON’s bundling framework accommodates a
spectrum of user requirements, ranging from small developers to large enterprises (similar to
Amazon’s standard or convertible instance types to meet diverse customer needs).

3.3.3 Practical Notes on discount rates

The proposed discount rates, ranging from 5% to 25%, are reasonable and align with industry
benchmarks from leading cloud providers such as AWS, Google Cloud, and Microsoft Azure. For
example, AWS offers Savings Plans and Reserved Instances, with discounts reaching up to 72%
for long-term commitments, as detailed on the AWS website (AWS Pricing). Similarly, Google Cloud
provides Sustained Use Discounts of up to 30% for consistent usage over a billing cycle (Google
Cloud Pricing). By starting with modest incentives for smaller commitments and increasing discounts
for larger bundles, TALON’s structure mirrors these successful strategies, ensuring user engagement
and profitability. These rates are also informed by theoretical demand models, such as the Gaussian
Utilization Function, which provide an initial framework to balance cost-effectiveness with user
incentives.
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However, it is important to recognize that these rates serve as a starting point and should be further
refined upon deployment as real-world data becomes available. User behavior, seasonal demand
fluctuations, and operational costs may vary significantly across different contexts. TALON’s Smart
Policy Simulator (SPS) can analyze historical and real-time usage data to dynamically adapt discount
rates, ensuring they remain competitive and efficient. This approach is consistent with strategies
outlined by major providers such as Microsoft Azure, which adjusts Reserved Virtual Machine pricing
for cost efficiency (Azure Pricing). By leveraging data-driven insights, TALON can optimize resource
allocation, align pricing with user behavior, and maintain its green Al objectives, preserving both
competitiveness and profitability.
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4 Smart Pricing Simulator - System Overview

4.1 Architecture and Functional Description

Smart Pricing is an integral part of TALON’s Al Orchestrator and a major component of the Smart
Policy Manager. The smart pricing policies and incentivization mechanisms are enforced through the
Smart Pricing Simulator (SPS) that receives the user’s resource requirements for a specific timespan
and calculates the optimal pricing strategy and discounting schemes based on the user’s probability
of acceptance and demand forecasts generated with historical request patterns (see section 4.3 and
4.4 of this report).

Given that the SPS is an API, it is interoperable with the rest of TALON’s key components (i.e.
Resource Manager), and hence can receive resource availability/demand patterns and output
optimized pricing strategies that can be utilized by the rest of the components with minimal
intervention.

Given the dynamic nature of the SPS, the simulator not only optimizes pricing strategies but may also
enhance the decision-making processes within TALON by leveraging real-time data inputs on
demand patterns and utilization levels to effectively reflect current market conditions. This may allow
the Resource Manager to allocate resources more efficiently, minimizing waste and therefore
maximizing the ESP’s (and the End-Users) utility function.

Although the SPS is still in development stage (aiming at a TRL 5), it is being designed with
scalability in mind, so it can accommodate the growing demands of a real-world user base.
Therefore, the SPS can be easily adapted to integrate future components and services or to
incorporate emerging technologies, such as LLMs to effectively advise users on how to optimize their
task offloading schedule and minimize the incurred costs.

Since, the SPS is part of TALON'’s overall system, it also benefits from the TALON Security Layer
into the edge Al network that integrates Blockchain technologies, ensuring trust between devices.
Essentially the Security and Privacy Blockchain-powered mechanisms and tools (Part of T4.4) fortify
the integrity and robustness of TALON'’s platform and the overall E2C network, incentivizing users to
take-up TALON'’s solutions and working complementary with monetary user incentives as defined in
this report.
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Figure 8 TALON's system Architecture

4.1.1 SPS APldocumentation

The SPS API exposes a primary endpoint, /get_offer/, which is responsible for processing user
requests in order to return the relevant pricing offers. This endpoint — designed with FastAPI — is
highly interoperable, and hence can integrate with TALON’s system components and infrastructure,
as well as be easily adapted to real-world ESP’s service requirements. Overall the SPS enables the
automated calculation of optimal pricing strategies and discount mechanisms based on user resource
requirements (i.e. CPU, RAM), acceptance probabilities of the offered pricing and demand forecasts
utilizing historical usage patterns, through 8BELLS Toolset for Demand Forecasting (8DF).

Primary Endpoint /get_offer/

Essentially, the SPS exposes one primary endpoint, /get_offer/, that is responsible for processing
user requests and return the pricing offers, using the GET method. The API calculates the optimal
pricing strategy (following a reservation-based discriminatory pricing framework) and applicable
discounts based on user-specified resource requirements, demand levels and bundle selections.

The API's parameters are defined as following:

e bundle_name (optional):
o Type: string
o Description: Specifies the name of a predefined pricing bundle. Available options
include 'basic’, 'standard’, 'professional’, ‘enterprise’, and 'ultimate’. Selecting a
bundle automatically applies associated discounts and resource allocations.
e cpu_time_hours (required if no bundle is selected):
o Type: float
o Description: Total CPU time requested in hours (e.g., 10.0).
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e vcpus (required if no bundle is selected):
o Type: integer
o Range: 1to 128
o Description: Number of virtual CPUs requested (e.g., 4).
e memory_GBs (required if no bundle is selected):
o Type: integer
o Range: 1to 256
o Description: Amount of RAM in GB requested (e.g., 16).
e elasticity_cpu (optional):
o Type: float
o Default: 0.5
o Description: Price elasticity of demand for CPU resources, indicating sensitivity to
price changes (e.g., 0.5 for moderate sensitivity).
e elasticity_ram (optional):
o Type: float
o Default: 0.5
o Description: Price elasticity of demand for RAM resources, indicating sensitivity to
price changes (e.g., 0.5 for moderate sensitivity).
e apply_dynamic_discount (optional):
o Type: boolean
o Default: False
o Description: If set to True, applies dynamic demand-based discounts based on
real-time demand forecasts.

Upon a successful request, the /get_offer/ endpoint returns a JSON object containing detailed pricing
information, including pre-discount and post-discount prices, applied discounts, acceptance
probability, expected revenue, and an explanatory summary. Key fields in the response include:

e Price per vCPU-hour before Discount (€/vCPU-hour): The initial price per virtual CPU
before any discounts.

e Price per GB RAM-hour before Discount (€/GB-hour): The initial price per GB of RAM
before any discounts.

e Total Price before Discount (€): Cumulative cost based on requested resources and initial
prices.

e Dynamic Demand-based Discount (%): Percentage discount applied based on current
demand forecasts.

e Bundle Discount (%): Percentage discount associated with the selected bundle, if any.

e Total Discount (%): Combined percentage discount from dynamic and bundle discounts,
capped at 25%.

e Price per vCPU-hour after Discount (€/vVCPU-hour): Adjusted price per virtual CPU after
applying discounts.

e Price per GB RAM-hour after Discount (€/GB-hour): Adjusted price per GB of RAM after
applying discounts.

o Total Price after Discount (€): Cumulative cost after applying discounts.

e Acceptance Probability: Likelihood that the user will accept the offered prices.

o Expected Revenue after Discount (€): Projected revenue considering the acceptance
probability.

o Electricity Cost (€): Operational cost associated with providing the requested resources.

o MEC Utility after Discount (€): Net profit after accounting for costs and discounts.
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Figure 9 Example SPS API endpoint response

The JSON response presented in figure 9 provides a comprehensive breakdown of the pricing offer
generated by the Smart Pricing Simulator (SPS). It includes both pre-discount and post-discount
prices for CPU and RAM, the total discounts applied, the acceptance probability based on user
sensitivity, expected revenue, operational costs, and the resulting utility (profit) for the MEC provider.
This structured response may enable the integration with other components of TALON, ensuring that
optimized pricing strategies are effectively utilized across the system.

4.1.2 Using the SPS

The API endpoint is publicly accessible and hosted on 8BELLS premises. To view the API's complete
Swagger documentation and test SPS functionalities, please visit:
https://talon.8bellsresearch.com/docs.

As illustrated in figure 10 and the link above, users can access the /get_offer/ endpoint through the
web-based Swagger interactive documentation, provided by FastAPI. To generate an optimal pricing
strategy, users simply need to input their specific resource requirements, including the number of
vCPUs, amount of RAM in GB, and the total CPU time in hours. Additionally, users have the option
to select predefined bundles that automatically apply corresponding discounts. Users can also choose
to apply dynamic demand-based discounts by toggling the relevant option. Finally, the SPS accounts
for user price sensitivity through elasticity parameters. This means that when users apply dynamic
demand-based discounts, the simulator adjusts the pricing strategy based on how responsive users
are to changes in CPU and RAM prices.
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Name Description

bundle_name Name of the bundle to purchase. Options are 'basic’, ‘standard', ‘professional’, ‘enterprise', 'ultimate’.
string Available values : Basic Bundle, Standard Bundle, Professional Bundle, Enterprise Bundle, Ultimate Bundle
(query) -

cpu_time_hours Total CPU time requested in hours (e.g., 10). Required if no bundle is selected.

number

(query) cpu_time_hours

vepus Number of virtual CPUs requested (e.g., 4). Required if no bundle is selected.

integer

(query) s

maximunm: 128

minimum: 1

memory_GBs Amount of RAM in GB requested (e.g., 16). Required if no bundle is selected.

integer

(query)
maximum: 256

memory_GBs

mininun: 1
elasticity_cpu Price elasticity of demand for CPU (e.g., 0.5 for moderate sensitivity).
number Defauif value : 0.5

{ )

query. e
elasticity_ram Price elasticity of demand for RAM (e.g., 0.5 for moderate sensitivity).
number Defauilt value : 0.5

(query)

0.5

apply_dynamic_discount Set to True to apply the demand-based discount calculated using the 8DF.
boolean Default value : false

(query) v

Figure 10 Screenshot from the SPS API Endpoint Parameters

Once the necessary parameters are entered, submitting the request triggers the SPS to process the
inputs and return a comprehensive pricing offer. The response includes detailed information on pre-
discount and post-discount prices, applied discounts, acceptance probability, expected revenue, and
operational costs. The time of the request is automatically retrieved and utilized in Coordinated
Universal Time (UTC), ensuring that discount calculations are based on accurate and standardized
time data.

Request URL

https://talon.8bellsresearch.com/get_offer/?bundle_name=Ultimate%20Bundle&elasticity_cpu=0.5&elasticity_ram=0.5&apply_dynamic_discount=true

Server response

Code Details

200 Response body

{
“Price per vCPU-hour before Discount (€/vCPU-hour)":
"Price per GB RAM-hour before Discount (€/GB-hour)":

tal Price before Discount (€)": )

Dynamic Demand-based Discount (¥)": 5
"Bundle Discount (¥)": »
"Total Discount (%)": 5
"Price per vCPU-hour after Discount (€/vCPU-hour)":
"Price per GB RAM-hour after Discount (€/GB-hour)":
"Total Price after Discount (€)": s
"Acceptance Probability": A
"Expected Revenue after Discount (€)":
"Electricity Cost (€)": A
"MEC Utility after Discount (€)":

}

Response headers

connection: keep-alive
content-length: 592
content-type: application/json

date: Sat,30 Nov 2024 19:38:31 GMT
server: nginx/1.18.0 (Ubuntu)

Figure 11 Screenshot from the SPS API endpoint Response

The SPS is currently being integrated with TALON'’s Ul so that users can directly access the API
functionalities through TALON’s user friendly and intuitive environment.

In the following sub-sections of section 4, the precise mechanics of the SPS will be presented
including, TALON’s E2C cluster Metrics Exploratory Data Analysis, the 8DF functional characteristics
(including the Holt-Winters model definition) and the price optimization algorithm.
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4.2 TALON’s E2C Cluster Metrics Dataset — Prometheus

In order to effectively simulate the workload dynamics of an E2C network, UBI designed a
Kubernetes cluster that realistically replicates the relevant interactions between the MECs (as part
of the ESP) and their utilization by End-Users in offloading relevant tasks of varying computational
requirements. Prometheus monitored the cluster's performance, gathering essential metrics such as
CPU utilization, memory usage, network latency, and request rates from the edge nodes and
cloud components. These metrics were then stored in an InfluxDB database, providing a centralized
repository for time-series data.

4.2.1 E2C Cluster Metrics with Prometheus

The metrics collected through prometheus and stored on InfluxDB were shared with consortium
partners and constitute an integral foundation for T3.6 as they are used to facilitate the effective
development of the SPS and ensure it enforces realistic and adaptable smart pricing policies.
Overall, the datasets consists of 4.661.671 timestamps of collected metrics level granularity that
are highly relevant for the effective policies design and implementation and include - but are not
limited to — the following measurements:

CPU Usage:

e node_cpu_seconds_total: Total time spent by CPUs in various modes (user, system, idle).
e container_cpu_usage_seconds_total: CPU usage for each Kubernetes pod.

Memory Usage:

e node_memory_MemAvailable bytes: Available memory on a node.
e container_memory_working_set_bytes: Memory actively used by each container.

Network Metrics:

e node_network_receive bytes_total: Total bytes received by the network interface.
o node_network_transmit_bytes total: Total bytes transmitted by the network interface.

Reqguest Rates:
e http_requests_total: Total number of HTTP requests received by services.
e apiserver_requests_total: Automation tools or CI/CD pipelines often communicate with the
API server to deploy new applications or update existing resources.

Disk I/O:

e node_disk_read_bytes total: Bytes read from disk.
e node_disk_write_bytes total: Bytes written to disk.

Pod and Container Metrics:

e kube pod_status phase: Status of Kubernetes pods (e.g., running, pending).
e container_start_time_seconds: Start time of a container.
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All of the aforementioned measurements may play a detrimental role in the effective implementation
of pricing policies for the participation of non-commercial devices and the development of offloading
incentives for the End-Users and have been thoroughly explored by T3.6 partners, as presented in
section 4.1.2 of this report.

4.2.2 Exploratory Data Analysis

Before proceeding with the actual architecture of the SPS and the pricing policies enforcement
approach, it might be interesting to explore TALON’s E2C cluster metrics to understand the
experimental data on which the simulator was founded on.

First, it might be interesting to explore the granularity of the metrics collected and the length of the
timeseries data at hand. As illustrated in figure 12, bellow, the metrics were collected in the interval
between 04-12-2023 and 11-12-2023. It is eminent that the data are densely distributed with a
granularity down to the level of milli-seconds, which offers a rich dataset that can be utilized for the
effective prediction of demand from the End-Users side. However, one of the dataset’s major flaws is
that for approximately 24 hours between 04-12 and 05-12 the cluster metrics were not collected and
hence this may negatively affect the time-series analysis of the data due to inconsistencies in the time
stamps.

Time Differences Between Consecutive Entries

=== Gap Threshold (1 minute)

20004

1500 4

1000 4

Time Difference (seconds)

500 A

0

T T T T T T T T
2023-12-04 2023-12-05 2023-12-06 2023-12-07 2023-12-08 2023-12-09 2023-12-10 2023-12-11
Time

Figure 12 E2C Cluster Metrics differenced

The cluster endeavours to simulate the dynamics between the MECs and the End-Users and hence
the precise magnitude of the offloaded tasks, both in terms of computational requirements and
duration may not align perfectly with real-world computational requirements of End-Users. Of course,
this is usually the case when market dynamics are recreated in a simulation environment, and hence
the primary focus should be placed on the dynamics of the simulated ESP and End-User interactions
and the exploration of approaches to predict how demand is influenced, rather that the actual
magnitudes of the offloading requests.

It might be important to begin by exploring the collected metrics on certain measurements such as
RAM and CPU utilization as well as service requests by End-Users. We begin by exploring the overall
network’s RAM utilization metrics (as shown in table 9, below) to understand the overall dataset’s
consistency. By analysing the dataset, we observe that RAM utilization metrics show significant
variability across the recorded data. For instance, the memory(bytes) variable has a mean usage of
357,251,900 bytes (~340.7 MB), with a standard deviation of approximately 1.59 GB, indicating
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considerable fluctuations in resource usage. This is in-line with realistic conditions, as different End-
Users may have different computational requirements, based on the requested task. While the
minimum recorded memory usage is 0 bytes (due to idle periods), the maximum value reaches 33.4
GB, suggesting occasional peaks in computational demand, also in line with realistic conditions.

Additionally, the time intervals between consecutive entries, as represented by time_diff and
time_diff_seconds, show that most data points are logged with high granularity, averaging a time
difference of 0.095 seconds (~95 milliseconds). However, the presence of larger gaps, such as
the maximum time difference of 88,005.804 seconds (~1 day 26 mins), highlights potential
inconsistencies in data collection (such as a system downtime). These gaps may affect the dataset's
consistency and will be addressed by explicitly accounting for these intervals in predictive modeling.

Overall, the dataset provides a dense and informative snapshot of the RAM utilization patterns, with
the granularity allowing for detailed demand forecasting. However, the identified gaps and high
variability underline the importance of further preprocessing steps to ensure accurate and reliable
insights.

Table 9 Descriptive Statistics for RAM Utilization metrics

readable_time  Human- N/A 2023-12-04 2023-12-10 N/A 4,661,670
readable 05:44:32.56 21:14:16.761
timestamps 5
converted
from UNIX
time
memory(bytes) Memory 357,251,9 0.0 33,386,610,0 1,590,426,00 4,661,670
usage 00 00 (~33.4 0 (~1.59 GB)
recorded in (~340.7 GB)
bytes MB)
memory(MB) Memory 340.7 MB 0.0 MB 31,840 MB 1,516.7 MB 4,661,670
usage (~33.2 GB) (~1.5 GB)
converted to
megabytes
time_diff Time 0 days 0 days 1 day 0 days 4,661,667
differences 00:00:00. @ 00:00:00 00:26:45.804 ' 00:00:40.791
between 123
consecutive
entries
(timedelta
format)
time_diff_seco  Time 0.095 0.0 88,005.804 1.68 4,661,667
nds differences seconds (~1
converted to day 26 mins)
seconds

Table 10 provides a summary of the descriptive statistics for a specific pod in the dataset that
represent a periodic task offloaded by an End-User, focusing on time, cpu_time(seconds), and
readable_time. The dataset contains 32,194 entries, spanning a time range from 2023-12-04
05:44:32 to 2023-12-10 21:14:08, as indicated by the readable_time column. The cpu_time(seconds)
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variable, representing the cumulative CPU time consumed by this particular pod, has a mean value
of 6,070.53 seconds (~1.69 hours) and ranges from a minimum of 5,572.58 seconds (~1.55 hours)
to a maximum of 6,433.78 seconds (~1.79 hours). This relatively narrow range, coupled with a
standard deviation of 214.64 seconds (~3.57 minutes), indicates that CPU usage for this pod is
relatively stable and consistent over time, with only minor fluctuations.

Table 10 Descriptive Statistics for CPU utilization Metrics

Human-readable 2023-12-04  2023-12-10

readable_time  timestamps for N/A 054432 21-14:08 N/A 32,194
the dataset
Cumulative CPU 6,070.53 214.64
ti . ’ 5,5672.58 6,433.78
cpu_time(seco time used by the (~1.69 (~3.57 32,194

nds) (~1.55 hrs) (~1.79 hrs)

pod (seconds) hrs) mins)

Table 11 provides descriptive statistics for memory usage and time intervals in the dataset for the
same pod. The data spans 32,190 entries from 2023-12-04 05:44:38 to 2023-12-10 21:14:08, as
shown in the readable_time column. The memory usage (memory(bytes)), representing resource
utilization in bytes, has a mean of 29,645,540 bytes (~28.27 MB) and ranges from 20,545,540 bytes
(~19.59 MB) to a maximum of 33,595,390 bytes (~32.04 MB). The standard deviation of 1.3 MB
reflects minor fluctuations, indicating relatively stable memory usage for this resource.

The time intervals between consecutive log entries (time_diff and time_diff_seconds) highlight the
granularity of the dataset. The mean interval is 0.575 seconds (~575 milliseconds), with most
intervals clustered around this value. However, the presence of a maximum interval of 2,235 seconds
(~37 minutes) indicates occasional gaps in data collection, as reflected by the larger standard
deviation in the time differences. This consistency in memory usage and logging intervals provides a
detailed snapshot of resource usage patterns, although the data gaps might require further
investigation to ensure accuracy in time-series analyses.

Table 11 Pod-Specific Descriptive statistics for RAM utilization metrics

readable_time Human- N/A 2023-12-  2023-12-10 N/A 32,194
readable 04 21:14:08
timestamps for 05:44:38

the dataset
memory(bytes) = Memory usage 29,645, 20,545,54 33,595,390 1,365,79 32,194

in bytes 540 0 4

memory(MB) Memory usage 28.27 19.59 32.04 1.30 32,194
converted to
megabytes

time_diff Time differences 0days @ 0 days 0 days 0 days 32,194
between 00:00:0 00:00:00 | 00:37:15.80 00:00:12
consecutive 0.575 8 751
entries
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time_diff_ seco Time differences 0.55 0.00 2235.00 12.72 32,194
nds converted to

seconds

To sum up, we can see that there is an overall consistency in a periodical task’s requirements both
in terms of CPU utilization and RAM utilization. This might mean that it is feasible to build accurate
models to predict user computational requirements -and hence demand levels - in task offloading,
given also the inherent seasonality of the repetitive tasks. However, that is only the case if the dataset
is grouped by pods (or in our case by specific periodic tasks offloaded by the End-Users) and hence
any potential model for demand forecasting should be developed on this basis.

It is important to highlight that the underlying reason for utilizing TALON’s E2C data instead
of a Gaussian Utilisation Function, is to bring the pricing policies closer to the real-world
settings of edge computing networks and at the same time create an adaptable model that
can be continuously retrained, based on the ESP’s data. Hence, although the SPS is built
based on simulation data originating from TALON’s Kubernetes cluster, the system may be
re-trained on actual data from a relevant ESP and be operational in real-world conditions.

4.2.3 Proposition for a computationally efficient model training framework

In section 4.1.2, we explored TALON's E2C RAM and CPU utilization metrics collected with
Prometheus that could be potentially beneficial for the effective forecasting of demand levels for task
offloading. Predicting demand will allow for identifying the Stackelberg equilibrium and optimize the
utility function, as well as devise effective discounting strategies that will balance demand load during
off-peak hours. However, there is a major challenge that should be pointed out here. The CPU and
RAM utilization data (as evident by the overall RAM utilization descriptive statistics) may be too
complicated and inconsistent and hence may demand a computationally expensive model. At
the same time, the entrance of one-time users combined with the varying computational requirements
of the users may introduce even more complexities in the model training, leading to a heavy, inflexible
model that may not reach the desired performance. The aim of T3.6 partners is the exploration of
different approaches for the design of an effective and efficient pricing system that will lead to a
practically positioned system that solves a market problem, instead of demonstrating the limitless
capabilities Machine Learning models and optimization functions. Therefore, predicting precise
utilization requirements may be impractical for the Task’s scope and solutions that model demand
levels per se should be further explored.

In addressing this challenge, T3.6 partners suggest, instead of using precise RAM and CPU utilization
metrics, to use the volume data of service requests made to the network as a whole to effectively
train the Holt-Winters Seasonal Model for demand forecasting. Proceeding this way forward, also
allows for the utilization and advancement of 8BELLS Analytic Toolset for Demand Forecasting
(8DF) that utilizes the Holt-Winters Seasonal Model to forecast demand or sales for data with inherent
seasonality (see section 4.3 of this report).

The descriptive statistics of the requests made to the TALON E2C cluster are presented in table 12,
bellow. In total there has been approximately 10,800.000 registrations of requests. Each one of those
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registrations recorded the sum of requests at a specific point in time in a cumulative fashion. The
completed requests are not counted in the measurement. The lowest request count at any given point
in time is 1 and the highest approximately 6,300,000 requests. The average requests at any given
time is approximately 70,000 and the measurement presented a standard deviation of 460,842
requests. The dataset is quite dense, and hence allows for the sufficient utilization of data to train the
Holt-Winters model in approximately six 24-hours cycles to effectively predict hourly demand load.
The large st. deviation may drop the performance of the model but it replicates realistic conditions
were requests spike at different points if time (i.e. day-time against night-time).

Table 12 Descriptive statistics or requests made to TALON's E2C cluster

Values count 10,800,667
Mean 70,366

Std 460,842
Min 1

25% 19

50% 424

75% 15,080
max 6,316,532

T3.6 partners will proceed with training the Holt-Winters model (part of the 8DF), based on this
measurement, both for optimizing the Stackelberg Utility function as well as for developing an hourly
discounting mechanism. It is suggested however that by the end of T3.6 partners also experiment
with other predictive modelling approaches, such as LSTM, RNN, Random Forest, and more, also
utilizing other measurements such as CPU and RAM utilization,

4.3 8BELLS Analytic Toolset for Demand Forecasting (8DF)

Integral to the SPS is 8BELLS Analytic Toolset for Demand Forecasting (8DF), that has been
developed in the past by 8BELLS team to forecast highly seasonal demand and sales levels. The
fundamental assumptions and principles of this tool have been brought into use and adapted to align
with TALON’s objectives. As per the GA, the starting TRL of 8DF is that of 3, existing as a proof of
concept at a highly theoretical level. Through TALON, the 8DF has been enhanced to achieve the
aspirations of the SPS and effectively predict End-Users demand levels for the edge computing
service on behalf of the ESP. Through TALON and T3.6 the 8DF has reached a TRL of 5, as it is
validated on TALON’s E2C controlled environment to predict future hourly demand.

8BELLS originally conceived 8DF as a practical profit-focused tool that will support modern
enterprises in forecasting sales and demand levels in an endeavor to allow organizations to make
more informed decisions regarding their pricing strategies and optimize their production requirements.
In a previous endeavor, 8DF was experimentally used by 8BELLS to forecast a variety of dairy
products sales for 3 major Greek producers, attaining over 80% accuracy in the test set. To bring
this into perspective, the Root Mean Squared Error (RMSE) of the optimized 8DF utilizing a Holt-
Winters Seasonal model was compared against an AutoRegressive Integrated Moving Average
(ARIMA) model. For reference the RMSE is calculated as following:
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apiserver_requests_total

n
1
= |— . — 9.)2
RMSE = nZ(yl 907 (12
i=

Impressively the ARIMA showcased an RMSE on the test set of approximately 49.000, whereas the
tuned 8DF, utilizing a Holt-Winters seasonal model attained an RMSE of 34.000. To interpret this
improvement in context, we calculated the CVRMSE (Coefficient of Variation of RMSE) for both
models. This normalizes the RMSE by the average sales ¥:

RMSE

CVRMSE = x100 (13)

With average sales of 400.000 products monthly:

CVRMSEARIMA = 12-25%
CVRMSESDF = 8.5% (14)

This shows that the 8DF has a much lower relative error, making it better for forecasting accuracy.

Based on this experiment, it was suggested that 8DF could be applied to various different industries
for sales or demand forecasting, as a tool that enhances the informational infrastructure of modern
enterprises. Along this line, 8DF was proposed to be utilized as part of TALON’s SPS in order to
predict demand levels for TALON’s E2C cluster, utilizing the Kubernetes cluster metrics through the
apiserver_requests_total measurement. This metric measures how often Automation tools or CI/CD
pipelines communicate with the API server to deploy new applications or update existing resources.
By analyzing historical hourly patterns of this measurement, it is expected that 8DF will be able to
effectively forecast the hourly service requests made to the E2C cluster for the following 24hrs (or
even weekly or monthly) and hence effectively deploy SPS’s discounting schemes.

Holt-Winters Predictions vs. Actual Data
1e6 (Actual data are aggregated and augmented values from December 9th)

—e— Predicted Values
Actual Values

3.5

3.0

~
w
L

1.0 1

0.5

Time on 2022-12-11

Figure 13 8DF apiserver_requests_total forecasting results vs actual values

In our implementation, the model is configured with the hyperparameters trend='add’,
seasonal='add', and seasonal_periods=24. The trend='add' parameter specifies that an additive
trend component is included, suitable for data where the trend increases or decreases linearly. The
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seasonal='add' parameter incorporates an additive seasonal effect, appropriate when seasonal
fluctuations are roughly constant in magnitude. The seasonal_periods=24 indicates that the data
exhibits a seasonal cycle every 24 periods, which aligns with daily patterns in hourly data.

The performance of the model was tested against aggregated and augmented request values from
December 9. The performance metrics showcased that the model’s RMSE = 257,775.3 with a
CVRSME = 11.04%, indicating a good overall performance. The forecasted values along with the
Actual Data are presented in figure 13. The figure indicates that the predicted values line closely
follows the actual values’ line, even though the demand predictions -for most of the cases -
overestimate demand levels.

It should be highlighted that the data on which the model was trained are synthetically generated
through TALON’s E2C Kubernetes cluster and validated on augmented data, by adding relevant noise
to the cluster’s metrics in order to simulate real-world conditions. Therefore, in the case of model
utilization in industrial conditions, it will be re-trained and fine-tuned using actual values. This exercise
however has demonstrated the potential of 8DF and has produced relevant demand forecasts that
will be used in the SPS for developing effective discount mechanisms.

4.4 Stackelberg Utility Function Optimization

The Smart Pricing Simulator employs a Stackelberg game-theoretic framework to optimize pricing
strategies in TALON'’s E2C cluster. In this context, the Edge Service Provider (ESP) acts as the leader
that sets optimal prices for computing resources, while the users are the followers, which respond to
these prices based on their individual utility and price sensitivity.

4.4.1  Utility Function Formulation

The ESP's primary objective is to maximize its utility, which is defined as the expected profit from
providing resources to users. The utility function U, is formulated as:

UMEC = (pcpu : chu + Pram Rram) ' Paccept — ¢ (15)
Where:
*  p.pyand p.., are the prices per unit of CPU and RAM resources, respectively.

* Rand R, are the total CPU and RAM resources requested (e.g., in vCPU-hours and GB

RAM-hours).

*  Pucepe is the acceptance probability, representing the likelihood that the user will accept the
pricing offer.

e ; is the cost incurred by the ESP to provide the requested resources, such as electricity
Ccosts.

4.4.2 Acceptance Probability Modeling

The acceptance probability P,...,., models the user's responsiveness to price changes and is based
on the concept of price elasticity of demand capturing the sensitivity of users to changes in prices
for CPU and RAM resources. It reflects the probability that a user will accept the offered prices, which
can be interpreted as the proportion of the market demand that will be realized at those prices. It is
defined as:

p _ pbase p _ pbase

cpu cpu ram ram

Paccept = max| 0,1 — (Ecpu ’ base + €ram base ) (16)
Depu Pram
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Where,
* €.y and €4, are the price elasticities of demand for CPU and RAM, indicating how sensitive
the user is to price changes for each resource.
o phase and pf,‘,‘je are the baseline prices for RAM and CPU resources (€0.055 per vCPU-hour
and €0.006 per GB RAM-hour as per the market average price).

This model captures the idea that as prices increase above the baseline, the probability that the user
will accept the offer decreases proportionally to their price sensitivity.

4.4.3 Optimization Process

To find the optimal prices p¢p,, and p,qn, the simulator solves an optimization problem that maximizes
the ESP's utility while considering user acceptance. The optimization problem is defined as:

max Uyge (17)
Pcpur Pram

A regularization term is included to prevent the optimized prices from deviating excessively from the
baseline prices, ensuring competitive and fair pricing:

Total Utility = =Ungc + Areg * ((Pepu — PESE)" + (ram — pEE)?)  (18)
Where:
* .4 is the regularization parameter controlling the degree of deviation allowed from the
baseline prices.

The optimization uses the Sequential Least Squares Programming (SLSQP) algorithm to find the
prices that maximize the utility function while adhering to constraints, such as price bounds.

acceptance_probability(p cpu, p_ram, p_cpu base, p_ram_base, elasticity cpu, elasticity_ram):
e_ratio cpu = (p_cpu - p_cpu ba [ p_cpu_base
se_ratio_ram = {(p_ram - p_ram_base) / p_ram_base

ability = max(@, 1 - (elasticity cpu * price increase_ratioc_cpu + elasticity_ram * price_increase_ratio ram))
n probability

utility function(prices, R_cpu, R_ram, c_i, p_cpu_base, p_ram_base, elasticity cpu, elasticity ram):
p_cpu, p_ram = prices

lambda_reg = @.1
prob_accept = acceptance_probability(p_cpu, p_ram, p_cpu_base, p_ram_base, elasticity cpu, elasticity_ram)
expected_revenue = (p_cpu * R_cpu + p_ram * R_ram) * prob_accept

U MEC = expected revenue - c_ i

regularization =

U_total = -U MEC + regularization
Figure 14 Code screenshot from acceptance probability function and utility function
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The code snippet presented in figure 14 above, shows how we applied the theoretical concepts in
practice. The acceptance_probability function computes the likelihood that a user will accept our
offered prices, considering their sensitivity to price changes. The utility_function then uses this
probability to calculate the expected profit, factoring in costs and a regularization term to keep prices
reasonable. This implementation allowed us to perform the optimization and determine the optimal
pricing strategy based on the Stackelberg framework.
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5 Limitations and Future Work

While the Smart Pricing Simulator (SPS) may be a valuable tool within TALON'’s Al Orchestrator,
several limitations currently impact its effectiveness and scope. One primary limitation is the
reliance on historical request patterns for demand forecasting. Although historical data provides
a deep understanding of user behavior, it may not fully capture sudden market shifts or emerging
trends. Consequently, the SPS might struggle to adapt swiftly to real-time changes in demand,
potentially leading to suboptimal pricing strategies during unexpected events or rapid growth phases.
Another notable limitation pertains to the static nature of elasticity parameters. Presently, the SPS
requires predefined elasticity values for CPU and RAM resources, which may not accurately reflect
the dynamic and diverse sensitivities of different user segments. This rigidity can result in generalized
pricing strategies that fail to account for nuanced variations in user preferences and responsiveness
to price changes. Additionally, the current model focuses primarily on acceptance probability
without integrating more sophisticated user behavior models, such as loyalty factors or long-
term engagement metrics, which could further refine pricing optimization. Integration and scalability
also present challenges. While the SPS is in the process of being incorporated into TALON’s Ul,
ensuring interoperability with all existing and future components remains an ongoing task.
Furthermore, the existing API documentation and testing frameworks, though robust, may require
enhancements to support more complex use cases and facilitate easier integration with third-party
systems.

To address these limitations and enhance the SPS’s capabilities, several future advancements can
be undertaken. Firstly, incorporating real-time data streams alongside historical patterns would
significantly improve demand forecasting accuracy. In this manner, the SPS can respond more
adeptly to immediate market conditions and user behaviors, ensuring that pricing strategies remain
relevant and effective even amidst rapid changes. T3.6 partners aim to further advance the real-time
data collection capabilities of SPS after the end of the project and within a real-world ESP use case,
advancing the TRL to 7+. Enhancing the elasticity modeling is another crucial area for
development. Implementing machine learning algorithms to dynamically learn and update
elasticity parameters based on ongoing user interactions and feedback would allow the SPS to tailor
pricing strategies more precisely to individual and segment-specific sensitivities. This adaptive
approach would enable more personalized pricing, increasing user satisfaction and engagement by
aligning prices more closely with perceived value and willingness to pay. By the end of T3.6 (M33)
partners aim to further develop SPS in this area. Additionally, partners aim to incorporate a task type
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parameter that classifies the task as energy efficient or energy intensive by M29. This classification
will offer an added discounting mechanism based on the task’s energy efficiency. Finally, further
integration efforts until the project's end should focus on creating more robust and flexible
connections with TALON’s Resource Manager and other key components, while simultaneously
finalizing the SPS integration with TALON'’s UlI.

The final capabilities of the SPS are expected to be demonstrated in D3.6 that aligns with T3.6
completion month (M33).
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6 Conclusion

The TALON Consortium (and T3.6 partners) has made significant steps in supporting the
advancement of edge computing services through the development of dynamic pricing strategies,
based on a Stackelberg Game-theoretic approach. D3.5 aimed to illustrate the balance between
resource allocation, pricing optimization, and user incentivization to facilitate a sustainable and
efficient edge computing environment for ESPs and End-Users.

The Smart Pricing Simulator (SPS) is an integral component of TALON’s Al Orchestrator that utilizes
historical data to forecast demand accurately, enabling ESPs to set optimal prices and maximize
profitability. By modeling the interaction between ESPs as leaders and End-Users as followers, the
Stackelberg Game framework facilitates strategic decision-making that dynamically adjusts to market
conditions and user behaviors. Through SPS, T3.6 partners endeavoured not only to optimize pricing
but also to align with green Al objectives by promoting energy-efficient usage patterns.

In this report we performed a detailed analysis of various pricing schemes—ranging from uniform and
discriminatory pricing to more nuanced models like pay-as-you-go, sustained-use discounts,
reservation pricing, and bundling— to explore the most suitable approaches that can be brought into
use within TALON’s context.

T3.6 partners decided to proceed with a reservation pricing scheme based on a discriminatory pricing
strategy to allow for the full authority of users on their costs upfront, and at the same time ensure that
the ESP can optimize the E2C cluster’s utilization, while maximizing their profit.

In doing so, SPS was designed with the ability (through optimizing ESP’s utility function) to adjust
prices based on demand patterns and user sensitivity and hence maximizes profitability for service
providers but also facilitate a user-centric environment where pricing is fair and competitive. The
integration of elasticity parameters may further strengthen SPS’s capability to respond to varying
market conditions, ensuring that pricing strategies are adaptable and effective. Additionally, the time-
based discounting scheme and the bundling options aim to further incentivize users into utilizing the
network, while ensuring the profitability of the ESP and the energy efficiency of the E2C cluster.

It is important to highlight that the integration of 8BELLS Analytic Toolset for Demand Forecasting
(8DF) has allowed for robust demand predictions that inform pricing decisions and discount
mechanisms.

However, the journey is not without its challenges. The reliance on historical data for demand
forecasting and the static nature of elasticity parameters present limitations in adapting to rapid
market shifts and diverse user sensitivities. These challenges present opportunities for future
advancements in increasing the TRL of the SPS to 7+ after the project's end, including the
incorporation of real-time data streams and machine learning algorithms to enhance predictive
accuracy and responsiveness. Additionally, ongoing efforts to integrate SPS with TALON'’s user
interface will further enhance the system’s functionalities and enable it to be an integral part of
TALON’s Al orchestrator.

In summary, T3.6 partners have laid a strong foundation for intelligent and dynamic resource
management in edge computing through innovative pricing strategies enforced through the Smart
Pricing Simulator. By addressing current challenges and embracing future advancements, TALON
aims optimize edge computing pricing and hence drive both profitability for ESPs and satisfaction for
End-Users, while ensuring that the E2C cluster's resources are neither under-utilized nor over-
utilized, alligning with the ambition for a greener E2C network.
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